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Abstract

This paper proposes an Affect-to-Service Level Agreement (A2S) frame-
work for affect-aware network slicing in 5G-Advanced and 6G networks. A2S
estimates the user affective state in a normalised valence-arousal space and
converts it into a Mean Opinion Score (MOS)-based Quality of Experience
(QoE) objective. The resulting QoE requirement is mapped to Service Level
Agreement (SLA) parameters: guaranteed bitrate (GBR), packet delay bud-
get (PDB), packet error rate (PER), and scheduling weight. The framework
combines affect-to-QoE translation and QoE-to-SLA mapping as a lightweight
operator-domain extension around the Network Slice Selection Function (NSSF).
A 5G-LENA /ns-3 urban macro evaluation with 150 user equipment units and
mixed traffic is used to assess the framework. The results show that A2S
improves average MOS from 3.92 to 4.11, increases 10th-percentile MOS from
3.18 to 3.57, and reduces 99th-percentile latency from 59.4 ms to 47.1 ms, while
preserving Jain fairness above 0.85.

Key words: network slicing, 5G-Advanced, 6G, affective computing,
QoE, SLA orchestration

Introduction. Human-centric service provisioning is becoming a major de-
sign direction for 5G-Advanced and 6G, where connectivity is expected to support
immersive and context-aware services rather than peak throughput [1,2]. In this
context, network performance should increasingly be interpreted through its effect
on perceived service quality, especially for interactive applications. Network slicing
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already provides the architectural mechanism for differentiated service treatment
in the 5G system, allowing service requirements to be associated with specific
slice profiles and resource-management policies [3,4|. However, current slicing
decisions are still based mainly on traffic class, load, radio conditions and static
service profiles. They do not explicitly account for the fact that the same technical
degradation may be perceived differently depending on the user state.

Affective computing studies indicate that user state can influence perceived
quality, tolerance to degradation and the subjective impact of impairments such
as delay, stalling or quality oscillation [5,6]. This does not imply that the network
should infer clinical or psychological conditions. Rather, affective information can
be interpreted as a compact service-sensitivity signal, indicating higher vulnerabil-
ity to quality degradation. Russell’s circumplex model is suitable for this purpose
because it represents affect through valence and arousal rather than unstable dis-
crete emotion labels [7]. The low-valence/high-arousal region can therefore be
treated as a higher-sensitivity region, while positive or low-arousal states may tol-
erate smaller short-term quality fluctuations without changing the service class.

The 5G system already separates slice selection, management and resource
enforcement. The NSSF selects suitable slices, while management objects such
as slice and service profiles describe latency, throughput and reliability expecta-
tions [8,9]. Recent network-slicing research has also advanced QoE-aware and
resource-aware orchestration, but a reproducible bridge between a human-state
descriptor and enforceable SLA parameters is still missing [10]. A2S makes that
bridge explicit as a cross-layer control chain from valence-arousal through target
MOS to 3GPP-compatible GBR, PDB, PER and scheduling weight. Compared
with prior emotion-aware mobile cloud concepts [6], the novelty is the operator-
side affect-to-QoE-to-SLA mapping and its enforceable output, not a new psycho-
logical model or radio scheduler.

Proposed A2S framework. The proposed architecture is shown in Fig. 1.
The A2S control path starts from the user equipment/wearable affect sensing
block, where a local component estimates valence, arousal and confidence. The
edge privacy filter performs data minimisation, confidence checking and smooth-
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Fig. 1. End-to-end A2S control path from affect sensing to slice policy and closed-loop verifica-
tion
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ing before the descriptor reaches the operator domain. Raw biometric streams
are not exported. The affect-to-QoE stage (A2Q) converts the descriptor into a
protective target MOS, while the QoE-to-SLA stage (Q2S) transforms it into a
service-specific tuple containing GBR, PDB, PER and scheduling weight. The
resulting policy is passed to a slice selection policy plugin, extending standard
slice-selection logic without creating a new emotional slice type.

The lower part of the architecture represents enforcement and verification.
The slice manager and policy/session management functions translate the A2S
policy into slice-level and Quality of Service (QoS) flow decisions, including re-
source guarantees, policy rules and session management parameters. These de-
cisions shape base-station scheduler resource weights, where radio resources are
prioritised by service class, affect-derived target and fairness constraint. The
QoE monitor tracks bitrate, delay, packet loss and estimated MOS, allowing the
controller to compare achieved QoE with the protective target and update the
translation and mapping stages when the affect-risk residual remains positive.
Thus, A2S acts above existing broadband, low-latency and massive machine-type
communication services.

The framework is bidirectional: after the slice tuple is applied, the service-
specific QoE model estimates the expected MOS from bitrate, delay budget and
packet error rate. The difference between the protective target and predicted
MOS forms an affect-risk residual, which can trigger higher scheduling weight or
temporary boost.

This separation also limits control plane instability. Full slice reselection is
slow and signalling-intensive, whereas scheduling weights, slice resource shares
and QoS policy refinements can be updated more frequently. A2S is therefore
treated as a near-real-time policy modifier.

Let e;(t) = [Vi(t), Ai(t)] denote the affect state of user i, where V; is valence
and A; is arousal, both normalised in the interval [—1, 1]. A compact target-setting
function is

1(1-=Vj) N az(1 + A;) N az(1 = Vi)(1 + 4;)

* : a
(1) M;(0) = elip | Mo + 2 . :

9y 17 5 )
where M (t) is the protective target MOS and M is the neutral-state baseline;
ay, ag, az are tuning coefficients, and clip[...,1,5] limits the MOS range. The
low-valence /high-arousal term is a conservative control hypothesis rather than a
universal psychological law |[5-7|. Calibration is service-specific: My is anchored
to neutral MOS and a1, ao and ag are bounded to reduce the affect-risk residual
subject to the MOS range and fairness constraint in (4). Here they remain scenario
parameters; deployment requires joint affect-QoE calibration. The target MOS is
then mapped into a slice tuple

(2) si(t) = [GBR;(t), PDB; (1), PER,(¢), wi(t)] = g; ' (M; (1), ¢;),
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where s;(t) is the SLA tuple, GBR; is the guaranteed bitrate, PDB; is the packet
delay budget, PER; is the packet error rate, w; is the scheduling weight, gk_l(-)
is the inverse QoE-to-SLA mapping, k denotes the service class, and ¢; contains
codec, device and session context. For adaptive video, the inverse model searches
for minimum bitrate and buffering conditions that satisfy the target MOS [13].
For conversational voice, the ITU-T E-model is inverted to obtain admissible
delay and packet-loss values [14]. For cloud gaming, latency and loss sensitivity
are mapped to a stricter delay budget and higher scheduling weight [15,16]. The
resource weight used in scheduling is expressed as

(3> wi(t) =1+ Ao (awAi(t) - 5wvz(t)) )

where A\, controls the maximum affect-driven increase of the scheduling weight,
o(-) avoids abrupt priority changes, and a,, and (3,, determine the relative influ-
ence of arousal and valence, respectively. The formulation increases priority when
arousal is high and valence is low, so the scheduler accounts for estimated affective
vulnerability in addition to traffic class and radio conditions.

The mapping is service-specific because the same MOS target has different
network implications. Adaptive video mainly needs sustainable bitrate and low
rebuffering probability; conversational voice is dominated by one-way delay and
packet loss; and cloud gaming combines video delivery with strict interactivity
constraints. Q2S is therefore a family of inverse QoE models, not a universal
conversion rule. The inverse mappings are implemented as service-specific lookup
and constraint functions calibrated to the selected QoE models, so higher target
MOS values impose stricter delay, loss and bitrate requirements.

The slice-level allocation maximises affect-weighted QoE utility under a total
radio resource constraint, minimum slice guarantees and a fairness condition:

(4) max» wilU(g), st. > RBj<RBiota, RBj>RBumin;, J > 0.85.
( J

Here, ¢; is the normalised QoE attainment and J is Jain’s fairness index [17].
Equation (4) prevents severe starvation of users who are not in vulnerable affec-
tive states, while still allowing a temporary quality margin for users with higher
subjective sensitivity.

Simulation setup. The evaluation follows a system-level 5G-LENA /ns-
3 scenario calibrated for 3GPP New Radio studies [18,19]. The topology is an
urban macro deployment with three base-station sites, seven cells, 3.5 GHz carrier
frequency, 100 MHz bandwidth and 30 kHz subcarrier spacing. It includes 150
user equipment units with heterogeneous traffic. Slice budgets are recomputed
every 500 ms, enabling near-real-time adaptation while avoiding unstable sub-
frame control (Table 1). Affect traces are smooth valence-arousal trajectories
with a 30 s correlation time. Four schemes are compared: static slicing, QoS-
aware proportional-fair slicing, load-aware dynamic slicing, and A2S.
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Table 1

Main simulation parameters

Parameter Value

Simulator and radio model  ns-3 with 5G-LENA New Radio module

Topology 3 base-station sites, 7 cells, urban macro

Carrier /bandwidth 3.5 GHz/100 MHz, 30 kHz spacing

Users and duration 150 user equipment units, 300 s, 10 random seeds
Traffic mix 40% adaptive video, 25% voice, 20% cloud gaming,

15% background
Slice set and update period broadband, low-latency, machine-type; 500 ms con-
trol loop

The affect traces are first-order autoregressive trajectories clipped to the nor-
malised valence-arousal domain, providing smooth transitions between neutral
and stress-sensitive regions. These trajectories serve as controlled policy inputs for
evaluating the network-control mechanism. Validation of affect recognition using
real affective datasets such as DEAP [11] is outside the scope of the present study.
The traffic mix combines adaptive video, conversational voice, cloud gaming and
background traffic to capture service-specific QoE sensitivity to bitrate, delay,
packet loss, and short-term variation. Consequently, a single service-agnostic SLA
rule would not adequately represent the requirements of all considered services.

The methodology isolates affect awareness by comparing fixed static slic-
ing, conventional QoS-aware slicing, and a strong affect-blind load-aware baseline
reacting to demand and radio state. The load-aware-to-A2S gap is therefore in-
terpreted descriptively as the affect-to-SLA contribution. Results aggregate 10
seeds. In this context, paired seed-level outputs were not retained, so inferential
significance is not claimed.

Results and discussion. The quantitative results in Table 2 show that
affect-aware control improves both average and lower-tail experience. A2S achieves
a mean MOS of 4.11, compared with 3.92 for the load-aware baseline and 3.61 for
static slicing. The strongest improvement is in the 10th-percentile MOS, where
A2S reaches 3.57, indicating that the method mainly protects low-QoE cases.
The cumulative distribution function (CDF) in Fig. 2 confirms this behaviour by
shifting the A2S curve to the right and compressing its low-MOS tail.

The latency gains are also relevant. The 99th-percentile latency decreases
from 59.4 ms under load-aware slicing to 47.1 ms under A2S because affect-
sensitive voice and gaming sessions receive a stricter delay budget when valence is
low and arousal is high. The fairness index remains 0.87, above the 0.85 threshold,
showing that A2S does not simply over-prioritise stressed users but balances pro-
tection and fairness. The additional signalling load is 18.6 kbps per base station,
and the per-user inference time is 0.34 ms, compatible with the 500 ms orchestra-
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Table 2

Performance comparison of static, QoS-aware, load-aware and A2S slicing

Metric Static 305~ Load- g
aware aware
Mean MOS 3.61 3.78 3.92 4.11
10th-percentile MOS 2.74 3.05 3.18 3.57
QoE variation, std. dev. 0.58 0.49 0.48 0.40
5th-percentile throughput, Mbps 18.9 20.0 21.3 23.5
Average latency, ms 31.7 27.9 24.8 21.6
99th-percentile latency, ms 84.0 67.3 59.4 47.1
Jain fairness index 0.82 0.91 0.83 0.87
Additional control signalling, kbps/base station 0 4.2 12.8 18.6
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Fig. 2. Empirical MOS distribution for static, QoS-aware, load-aware and A2S slicing

tion cycle. From a QoE perspective, the important effect is the redistribution of
quality rather than a uniform resource increase. Compared with the load-aware
baseline, the average MOS gain is moderate, but the 10th-percentile MOS gain is
larger, which means that the proposed mechanism mainly improves sessions close
to unacceptable quality. This behaviour is consistent with the design objective of
A2S — affect information is used to add protection where degradation is expected
to be perceived more severely, not to raise all sessions equally.

The values indicate a trade-off. A2S adds more control signalling than the
load-aware baseline, but the overhead remains small relative to user-plane traffic
and is justified by lower-tail improvement. Reduced affect estimation accuracy
produced graceful simulated degradation because the controller falls back to ser-
vice/load information. Finally, this is a robustness check, not real-user affect
validation.
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The key result is the substantial improvement in lower-tail performance, while
the increase in mean MOS is more moderate. Average values may hide short im-
pairments affecting interactive users. By increasing 10th-percentile MOS and
reducing 99th-percentile latency, A2S improves the most perception-sensitive op-
erating points.

Deployment and validation outlook. A2S can be deployed as an opt-
in operator-domain policy extension with edge-assisted inference. Raw biomet-
ric streams need not leave the device or edge, while only a compact descriptor
reaches the slice-policy functions. However, the descriptor itself remains sensi-
tive. Therefore, deployment should address spoofing, replay, inference manipula-
tion, profiling and policy abuse. This can be achieved through authenticated and
integrity-protected transport, freshness and provenance checks, confidence gating,
least-privilege access, short retention periods and audit logs. In addition, missing
consent or insufficient trust should trigger affect-blind QoS operation. Valida-
tion and lifecycle control can also be aligned with zero-touch principles [20]. The
present results demonstrate the feasibility of A2S from a network-control perspec-
tive under simulation conditions. Validation of affect recognition using real-user
data remains outside the scope of the current study. Future work will therefore
incorporate joint affect-network datasets and UERANSIM /free5GC experiments,
while retaining seed-level outputs for confidence intervals and paired statistical
tests.

Conclusion. This paper presented A2S, a compact framework for affect-
aware network slicing in 5G-Advanced and 6G networks. It links valence-arousal
representation, target QoE and slice-level SLA parameters through an interpretable
control chain. By using target MOS as an intermediate variable, the method
avoids a direct and weakly justified mapping from affect to radio resources. The
results primarily show lower-tail protection: 10th-percentile MOS increases and
tail latency decreases, while the gain in mean MOS is more moderate and fairness
remains above the imposed threshold. The main contribution is a formal cross-
layer bridge between affect state, QoE target, and enforceable slice policy.
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