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Abstract

Data sorting is essential in most software applications, but sometimes el-
ements need to be restored to their original order after processing. If this
restoration happens long after sorting or on a different computer, additional
information is needed to restore the order. This work explores the information
needed to restore sequences of 4 and 8 elements. The following sorting algo-
rithms were studied: parallel neighbour (odd even) sort, insertion sort, bubble
sort, shell sort, merge-insertion sort, and merge sort. For each algorithm, the
amount of information required in bytes to restore the original order of the
elements was determined.

Key words: sorting, algorithm, restore sequence order, sorting reversal,
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Introduction. Sorting algorithms are widely used in software development.
Over the years, many such algorithms have been developed and studied in terms
of speed, stability, used additional space, etc. Some comparison and applications
of different sorting algorithms can be seen in [1-4|.
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In practice, sorting algorithms can be classified according to a variety of
criteria. One way of classification is according to the way they process the elements
in the sequences, as discussed in [5]:

e In-place algorithms — these algorithms process the elements in the same
address space in which they are located, by swapping their positions;

e Algorithms for sorting read-only collections — In some cases, list elements
can only be read and cannot be moved, swapped, or overwritten. In these
situations, algorithms use additional address space for sorting.

In practice, preserving the original order of elements is often important. The
second type of algorithms can be used for this, but they work only on the same
computer with access to the memory where the elements are stored. If the sorted
list needs to be transferred to another machine, we cannot use these algorithms.
Instead, we must send the sorted list along with additional information to restore
the original order of the elements.

As an example, to illustrate the need for this functionality, consider compress-
ing data by storing the first element of a list and the differences between subse-
quent elements. In sorted lists, these differences are smaller, thus the compression
is improved. We then send the compressed data and additional information to
restore the original order to another computer.

Different sorting algorithms require varying amounts and types of operations
to sort a sequence. These operations include moving, swapping, inserting, com-
paring elements, etc. Each operation can be recorded during sorting and later
executed in reverse order, to restore the original order of the sequence.

This paper compares and analyzes the information needed to restore the orig-
inal order of elements in lists of 4 and 8 integers sorted using different algorithms.

Lists of 4 and 8 numbers were chosen because if we take a list of 8 integers,
we could say that they are located at positions from 0 to 7, which we can assume
as the positions in a byte. These positions (and the numbers), we can easily swap,
move, etc.

Some sorting algorithms and their applications when restoring the
original order of elements is required. Parallel neighbour (odd even)
sort. Parallel neighbour sort [6] is a comparison algorithm that compares all
elements. To restore the original order of a list of 4 elements it requires 6 bits
(1 bit per comparison). For a list of 8 elements, the algorithm generates 28 bits
(28 comparisons). The algorithm first compares all odd elements, then all even
elements, repeating until the list is sorted. For a list of 4 elements, the worst case
requires two rounds of comparisons; for 8 elements, four rounds.

This method allows early termination if the list is already sorted. That is
why, for a list of 4 elements 3 consecutive zeros from comparisons indicate sorted
list. For an 8-element list, seven consecutive zeros suffice. This reduces the bits
needed to restore the original order.

Insertion sort — version 1. Insertion sort assumes the first element is
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already sorted. Therefore, sorting starts from the second element, indicating
where each unsorted number should be placed to keep the list sorted to the left
of the current number |7].

The data needed to restore the original order may contain the positions (in
binary) where each element was inserted. To reduce bit usage, sorting up to the
second element uses 1 bit (0 or 1) to indicate the position to be inserted at. Sorting
the third and fourth elements uses 2 bits each for their positions, and so on.

Following this algorithm, restoring the original order of a 4-element list re-
quires (generates) 5 bits, and an 8-element list requires 17 bits. Unlike the previous
method, this approach cannot reduce bits for already sorted or semi-sorted lists,
as every position must be recorded, even if the element remains in place.

Insertion sort — version 2. Let us consider another version of insertion
sort, which instead of remembering the position to which each element should
move, stores the number of swaps a given element needs to make to move up to
its position. The current implementation of the algorithm can be summarized as
follows:

1. Whenever an element starts moving up to its correct position, we write a 1
for each swap it performs with a preceding element;

2. If the element reaches its final position and no further swaps are needed, we
write a 0;

3. However, if an element reaches the first position in the sequence, we do not
write a 0. In this case, the number of swaps indicates that the element has
reached its final destination.

We can calculate that to restore the original order of the list of 4 elements,
in the worst case, we will need a maximum of 6 bits of information (6 swaps), and
for a list of 8 elements, in the worst case, we will need a maximum of 28 bits of
information (28 swaps). This method allows reducing the number of bits, if an
element does not need to climb to the top of the list.

Data needed

Position Number of to restore
number swaps the original
order

0 3 :]
1 1 j 1
10 2 01 No more swaps

11 4 0 No (zero) swaps

Fig. 1. List sorting and recovery data extraction with version 2
of insertion sort

Figure 1 shows how we can sort an example sequence consisting of the ele-
ments (3, 1, 2, 4). After sorting, we get bits 1010, which contain the information
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needed to restore the original order of the sequence. From the example, we can see
that for this particular sequence, instead of the maximum 6 bits, we will obtain 4
bits for restoring the original order of the sequence.

Insertion sort — version 3. As we know, binary search is one of the methods
to find the exact position in a sorted list with fewer comparisons [8-10]. We can
apply this search in insertion sort. The result of each comparison we will write
down as 0 or 1.

Using binary search, we will need fewer bits in certain situations. This is
possible because when the array is divided for searching into two, it may turn out
that one subarray has fewer elements. Therefore, we will need fewer comparisons
in some cases.

We can calculate that to restore the original order of the list of 4 elements, in
the worst case, we will need a maximum of 5 bits of information (5 comparisons),
and for a list of 8 elements, in the worst case, we will need a maximum of 17 bits
of information (17 comparisons).

Bubble sort. As we know, bubble sort performs consecutive passes and
comparisons through the list, with one of the elements going to its place at each
pass (the smallest or the largest) [7]. After each comparison we can write down 1
(the elements are swapped) or 0 (the elements are not swapped). Therefore, we
will need 6 bits to restore the original sequence of 4 elements. If our sequence has
8 elements, then we need a total of 28 bits (28 comparisons).

With bubble sort, we can reduce the number of bits, if all comparisons in a
pass show that no further swaps are needed.

Shell sort. Shell sort is a sorting algorithm that sorts in several passes,
where elements separated by a gap are swapped (sorted) at each step [7]. After
swapping all possible elements is made in a given pass, the gap is reduced by a
given step. This process is repeated until the gap finally reaches 1. Then, the
algorithm performs insertion sort to find the right place for each element. We
can think of this algorithm as an insertion sort that performs several preliminary
steps. The purpose of this pre-sorting is to reduce the number of comparisons
performed by the insertion sort.

The essence of this algorithm is the gap and the step by which it decreases
(we can call the whole sequence a sequence of gaps). Over the years, many such
gap sequences have been proposed [11-14]. In [13] lists containing between 2 and
16 numbers were sorted with different gap sequences. As a result, the optimal
gap sequences were determined. Namely, for sequence of 4 elements, the best
discovered gap sequence consist of only 1 element and this element is 1. This
means that for a sequence of 4 elements, no pre-sorting is done, but instead,
insertion sort is applied directly.

For a sequence of 8 elements, according to [13|, the best sequence for the gap
is 7, 5 and 1. This means that we will need to sort the elements by comparing
elements with numbers 1 and 8 (at gap 7) and elements with numbers 1 and 6, 2
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and 7, and 3 and 8 (at gap 5). After these comparisons, we can switch to insertion
sort.

The result of the comparisons at gap 7 and 5 can be recorded as 1 or 0 (1
bit), indicating whether the two compared elements have been swapped or not.

When performing the subsequent insertion sort, we can use the variants 1, 2,
and 3 discussed above. This is why there are 3 variants for shell sort in Tables 1
and 2. Shell sort version 1 uses insertion sort version 1, Shell sort version 2 uses
insertion sort version 2 and sort version 3 uses insertion sort version 3.

Merge sort. With merge sort, we merge two sorted list into one sorted list
[7]. To achieve that, we can divide a list into two smaller lists, then each of them
into other 2 lists and so on until we reach several lists of 1 element.

When merging two lists, we can determine which list each element came from
by writing 0 (first list) or 1 (second list). For example, if we merge the lists (2,3)
and (4,5), we can write 001, which will tell us that to obtain the sorted sequence
(2,3,4,5), we took the first two elements from the first list, and the third element
from the second list. Since we always have an equal number of elements in the
two lists we are merging, we do not record where the last element came from, as
this is implied.

Following this sorting algorithm (mere sort) we can calculate that with 4
elements we will need 5 bits of information to restore the original ordering of the
elements and with 8 elements we will need 17 bits. This algorithm does not allow
using fewer bits on already sorted lists.

Merge-insertion sort (Ford—Johnson algorithm). Merge-insertion sort
[15] is one of the algorithms that adheres to the minimal theoretical number of
comparisons for sorting a given sequence (for small sequences) or approaches it
[8-10,16-18]|. Since this algorithm is based on comparisons and rearrangement of
elements after them, we can store the result of each comparison (as 0 or 1), and
based on this data, we can restore the original sequence.

Because the algorithm uses binary search, the number of comparisons can be
reduced in some cases, as discussed in the insertion sort v3.

For 4 elements, in the worst case, this sorting algorithm will need 5 bits (5
comparisons) of information to restore the original ordering of the elements and
for 8 elements it will need 16 bits (16 comparisons).

Merge-insertion sort (Ford-Johnson algorithm) — version 2. When
using Merge-insertion sort and we have sequences of 4 elements, we can reduce
the number of bits required to reconstruct the original order by using the number
of bits to encode additional information.

For example, if we need to insert b2 into bl, al, a2, instead of writing the
result of each comparison as 0 or 1, we could reduce the number of bits as follows:

e zero bits mean that after the 1-st comparison, b2 is placed before b1l and no
further comparisons are needed;
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e 1 bit with value 0 indicates that b2 is greater than b1l and b2 is less than
al;
e 1 bit with value 1 indicates that b2 is greater than b1l and b2 is greater than
al.
The disadvantage of this approach is that it does not allow chaining the result
obtained of several lists of 4 elements.
For 4 elements, in the worst case, this sorting algorithm will need 4 bits for
5 comparisons — compare el. 1 (al) and el. 2 (bl), el. 3 (a2) and el. 4 (b2), al
and a2, b2 and al, b2 and bl.
Results comparison and analysis. Table 1 compares the worst-case max
amount of information required to restore the original order of a given list of 4 or
8 elements, using different algorithms.

Table 1

Comparison of the information required to restore the original order of lists of 4 and 8
numbers, using different sorting algorithms

Worst case max Worst case max .
. . The algorithm
number of bits to number of bits to .
. . . can be chained
Algorithm restore the original restore the original
(4 elements /
order of a sequence order of a sequence 8 elements)
of 4 integer elements | of 8 integer elements
0Odd even sort 6 28 Yes / Yes
Insertion sort v1 5 17 Yes / Yes
Insertion sort v2 6 28 Yes / Yes
Insertion sort v3 5 17 Yes / Yes
Bubble sort 6 28 No / No
Shell sort v1 5 21 Yes / Yes
Shell sort v2 6 32 Yes / Yes
Shell sort v3 5 21 Yes / Yes
Merge sort 5 17 Yes / Yes
Merge-insertion sort 5 16 Yes / Yes
Merge-insertion sort v2 4 - No / -

Table 2 and Fig. 2 show the performance of the algorithms with real data.
This data was obtained by averaging the resulting values from 10 million unsorted
lists, filled with random values between 0 and 1 million. According to the data in
Table 2 and Fig. 2, we see that for a list of 4 numbers, if we do not have to chain
several lists, the most effective algorithm for restoring the original order of a list
is he merge-insertion sort v2. The average number of bits it generates is 3.652.

If we want to chain the data (link and put them one after another), generated
from several lists of 4 elements, then we have two algorithms with almost identical
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Table

2

Average number of bits required to restore the original order of lists of 4 and 8 numbers
(calculated on 10 million unsorted lists)

Percentage Percentage
Bits required | Bits required The of the total | of the total
to restore the | to restore the | algorithm amount of amount of
Algorithm original order | original order can be .informatio.n ’inf(’)rmatim.l
of a sequence | of a sequence chained in four 8-bit | in eight 8-bit
of 4 integer of 8 integer | (4 elements/ | numbers, numbers,
elements elements 8 elements) | containing containing
32 bits 64 bits
Odd even sort 6.000 28.000 Yes / Yes 18.75 43.75
Insertion sort v1 5.000 17.000 Yes / Yes 15.63 26.56
Insertion sort v2 5.000 19.283 Yes / Yes 15.63 30.13
Insertion sort v3 4.6524 15.590 Yes / Yes 14.54 24.36
Bubble sort 5.695 25.996 No / No 17.80 40.62
Shell sort v1 5.000 21.000 Yes / Yes 15.63 32.81
Shell sort v2 5.000 17.765 Yes / Yes 15.63 27.76
Shell sort v3 4.6524 20.185 Yes / Yes 14.54 31.54
Merge sort 5.000 17.000 Yes / Yes 15.63 26.56
i\g:ge'msemon 4.6522 15.457 Yes / Yes 14.54 24.15

0 [

1328

25

20 [17.000]

15

10

55

o
g
¢
-
|

(9, ]
—
| g
1k
-

&Y S i s
&° S o‘ 06 &’ & 06 & e’ Qo o(&
o o & B S 8 8 & & S B
A N SN NS > ) D & Q
& {00 Y ({'\0 %\) & N @ 5 <0
A & & 9 ) ) & @
RN & & & S
° N

N &‘

W List of 4 elements  m List of 8 elements

Fig. 2. Average number of bits required to restore the original order of lists of 4
and 8 numbers (calculated on 10 million unsorted lists)
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results. They are insertion sort v3 (using binary search) and merge-insertion sort.
Chaining the data is possible, because each sequence contains enough data, so we
can determine where each of them ends.

When the sequence contains 8 elements, again we have very close results for
insertion sort v3 (4.6524 bits) and merge-insertion sort (4.6522 bits), with merge-
insertion sort being only slightly more efficient and generating fewer bits needed
to restore the original order of the sequence.

From Table 2 we can see that shell sort generates the same number of bits
as underlying insertion sort version. That is because for 4 elements, the shell sort
turns into an insertion sort.

Conclusions and future work. The current work examines implemen-
tations of some of the popular sorting algorithms by evaluating the amount of
information (generated after applying each algorithm) needed to restore the origi-
nal order of lists of 4 and 8 integer elements. From the obtained results, it became
clear that for lists of 4 elements, the least amount of information was generated by
insertion sort v3 (4.6524 bits) and by merge-insertion sort (4.6522 bits), which is
about 14.54% of the total amount of data (assuming each element contains 8 bits).
If we do not need to chain data, generated from multiple lists in merge-insertion
sort, we can reduce the amount of generated data per list to 3.652 bits.

For a list of 8 elements, the same algorithms have the best performance.
Merge-insertion sort generates 15.457 bits on average, which is 24.15% of the
total amount of data (assuming each element consists of 8 bits). The insertion
sort generates 15.590 bits on average, which is 24.36%.
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